
Assignment 7
This assignment looks long, but don’t be intimidated. I generally include a lot of context
and commentary when I write problems, including reiterating things presented in class.
The things you actually have to do are in red, and are not so much. Also the last problem
is optional.

Problem 1. Characterize the inhibition-stabilized network (ISN).

We consider a model with two units, representing an inhibitory population and an excitatory

population. The rates are represented by r =

(
rE
rI

)
where rE and rI are the excitatory

and inhibitory firing rates, respectively. The connection matrix is W =

(
wEE −wEI
wIE −wII

)
where wXY represents the connection strength from the unit of type Y to that of type X ,

and all the wXY are> 0. Let the external input to the network be h =

(
hE
hI

)
. We assume

a dynamics

τ
dr

dt
= −r + f(Wr + h) (1)

where f(x) =

(
fE(xE)
fI(xI)

)
, and fE(x) and fI(x) are each monotonically increasing. We

let jXY = f ′XwXY where f ′X is the derivative of fX at the fixed point (note f ′X > 0; X and

Y can both take values E or I), and define the matrix J =

(
jEE −jEI
jIE −jII

)
.

1. Show that, when you linearize the dynamic equation about the fixed point, letting
r = rFP + δr where rFP is the fixed-point value of r, and h = hFP + δh where hFP
is the value of h under which the system arrived at the fixed point, that you obtain
the equation

τ
dδr

dt
= −δr + Jδr + δh (2)

where δh =

(
f ′EδhE
f ′IδhI

)
. We will assume the network is stable, which means both

eigenvalues of J−1 have negative real part; this is equivalent to det(J−1) > 0 and
trace(J−1) < 0 (because the determinant is the product of the two eigenvalues, and
the trace is their sum; and if the eigenvalues are complex they are complex conjugates
of one another so the determinant and trace both are real).

For simplicity of writing we will hereafter drop the δ’s and write the equation we are
studying as

τ
dr

dt
= −r + Jr + h (3)

but we will know that the origin of this equation is really the linearization given by
Eq. 2.
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2. Show that, for a constant input h, the fixed point of response, where dr/dt = 0, is
rFP = (1 − J)−1h. Compute (1 − J)−1. Show that, for an input only to the I cells,

h =

(
0
a

)
, the steady state I-cell response rFPI has the opposite sign of a if and

only if jEE > 1. (Recall that we are assuming the network is stable, and what that
implies.) This is the “paradoxical response”: adding (removing) excitation to I cells
causes them to lower (increase) their firing rates in the new steady state. Show that,
if the inhibitory firing rate were frozen at the fixed point level – set rI = rFPI to
be a constant in the equation for drE/dt – that the E cells by themselves would be
unstable (that is, the solution of the equation for drE/dt would exponentially grow
without bound, given any nonzero initial condition) if and only if jEE > 1. That is,
there is a paradoxical response if and only if the E subnetwork is unstable by itself
with inhibitory firing rate frozen (but the overall network is stable, due to dynamic
feedback inhibition). We call this an inhibition-stabilized network or ISN. So there
is a paradoxical response of the I cells if and only if the network is an ISN. If the
network is not an ISN (jEE < 1), then the inhibitory response is non-paradoxical –
adding excitatory input to the inhibitory cells causes the inhibitory cells to raise their
rates in the new steady state.

Note that being an ISN is a linear property – it is a property of the dynamics linearized
about a given fixed point of the full (e.g. nonlinear) dynamics. Being an ISN does not
tell you anything about whether the overall network has linear or nonlinear dynamics,
or linear or nonlinear behaviors – it is only a local, linear property of a given fixed
point of the larger dynamics.

3. The rest of this problem is devoted to showing the paradoxical response for a general
nonlinear model using nullclines. The E and I nullclines are the graphs of the E
and I components of the fixed-point equation r = f(Wr + h). The fixed point is the
point where the two nullclines cross. We will draw the nullclines with rE on the x
axis and rI on the y axis.

For the I nullcline, compute its slope, drI/drE , by differentiating the I fixed-point
equation, rI = fI(wIErE −wIIrI + hI) with respect to rE . You should find that it is
given by jIE

1+jII
.1 This means that the nullcline always has positive slope.

Now for the E nullcline, compute the inverse of its slope, drE/drI . You should
find that this inverse slope is jEI

jEE−1
. This means that the slope is positive if the E

subnetwork is unstable, and negative if the E subnetwork is stable.

4. Show that the condition that det(J − 1) > 0, which is necessary for stability, is
equivalent to the I nullcline having a larger slope than the E nullcline. So for a fixed

1Above, we defined J to be f ′W where f ′ is the diagonal matrix of derivatives at the fixed point. Now I
am generalizing to define J to be f ′W where f ′ is the diagonal matrix of derivatives taken at the given rE , rI
point at which you are working.
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point to be stable, it is necessary that the I nullcline have a larger slope than the E
nullcline at their crossing that defines the fixed point.

5. So, we’ll draw two versions of the nullclines: one that is an ISN, one that is not.
First draw the I nullclines, which will be the same for both versions. Imagine that,
for rE small, the I-nullcline solution for rI should be small, while for rE large, rI is
large; so the nullcline could start toward the bottom left, and make, for example, a
sigmoidal shape to the top right, with positive slope always.

6. Now, draw the E nullclines, assuming a stable fixed point. Imagine that when rI
is high, rE is low, so the nullcline starts in the upper left corner; while when rI is
low, rE is high, so it ends up in the lower right corner. In the non-ISN version, it
has a negative slope all the way. In the ISN version, it has a positive slope in a
middle portion, so the nullcline looks like a sideways S; and the fixed point is on
this positive-sloping middle portion (so that at the fixed point the E subnetwork is
unstable by itself); and the necessary condition on E and I nullcline slopes for the
fixed point to be stable is obeyed.

7. Draw the arrows indicating the direction of flow in the different regions of the null-
cline plane. Show that, in negative-sloping regions of the E nullcline, if rI is kept
fixed, small perturbations of rE off the E nullcline will flow back to the nullcline;
while in positive-sloping regions, it will flow away. This also tells you that in
positive-sloping regions, the E subnetwork alone is unstable, while in negative-sloping
regions it is stable.

8. Now, suppose you add a positive input to the I cells. Show that the resulting change
in the I nullcline is to reduce rE by the same amount for any given rI , that is, to
move the I nullcline leftward. There is no change in the E nullcline. Show that, for a
stable fixed point, if the network is an ISN, the result is to decrease both rE and rI in
moving to the new fixed point; while for a non-ISN, the result is to decrease rE but
increase rI . (For the ISN, assume that the new fixed point, like the old one, is on the
positive-sloping portion of the E nullcline.)

9. In the ISN case, draw the dynamical path followed by rE, rI from the old fixed point
to the new fixed point after adding the positive input to I. This addition of input in-
stantaneously moves the I nullcline; the resulting derivative at the old fixed point
(which is no longer on the I nullcline and so no longer a fixed point) has an upward
component, becoming horizontal as the flow crosses the I nullcline, and then going
downward to the new fixed point (it might spiral into the fixed point if there are com-
plex eigenvalues, or go straight down to it if eigenvalues are real). Note, regarding
the old fixed point as a perturbation from the new fixed point, that, even though the
new fixed point is stable, the dynamics move further away from the new fixed point
(the upward movement) before ultimately flowing back to it. This is an effect of
non-normal dynamics.
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Problem 2: Non-normal dynamics.

Again we consider a linear equation with constant input h, obtained as a linearization about
a fixed point as in Eq. 2:

τ
dr

dt
= −r + Wr + h (4)

(Note we’re assuming the same τ for E and I.) For historical reasons I’m calling the weight
matrix W instead of J, but it’s the same matrix.

To further simplify, we’re going to restrict to a class of connection matrices that has
(

1
1

)
as one of its eigenvectors: W =

(
w1 −(w1 + x)
w2 −(w2 + x)

)
where x > 0.

(1) Verify that the (unnormalized) eigenvectors are
(

1
1

)
with eigenvalue λ1 = −x, and( w1+x

w2

1

)
with eigenvalue λ2 = w1 − w2.

We assume the system is stable, that is λ1 < 1 and λ2 < 1. Note that the two eigenvectors
are not orthogonal to each other, and that they are similar to one another in that both have
all-positive entries, i.e. both point into the upper right quadrant.

We’re going to use the Schur transformation, which is a transform to an orthogonal basis
that makes the weight matrix as simple as possible, namely upper triangular – only zeros
below the diagonal (with a transformation to the non-orthogonal basis of the eigenvectors,
the matrix can be made even simpler – diagonal; but upper triangular is as simple as we can
make it with a transformation to an orthogonal basis). To do this, we choose one eigenvec-
tor as the first Schur basis vector, and choose the other vector orthogonal to this one (more
generally, in higher dimensions, you take some ordering of the eigenvectors and then do
Gram-Schmidt orthonormalization to produce an orthogonal Schur basis; the transforma-
tion is not unique, because each ordering produces a different Schur basis). We’ll choose

our (normalized) Schur basis vectors to be s1 = 1√
2

(
1
1

)
, and a vector orthogonal to it,

s2 = 1√
2

(
1
−1

)
. Recall that the component of a vector along an orthonormal basis vector

is just given by the dot product of the vector with the basis vector.

(2) Show that r has components
(
r1

r2

)
=

(
rE+rI√

2
rE−rI√

2

)
in the s1, s2 basis, that is, the

components r1 and r2 represent the sum and difference of E and I activities, respectively.

You already know that Ws1 = −xs1.

(3) Show that in the s1, s2 basis, W takes the form
(
λ1 wFF
0 λ2

)
where the “feedforward
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weight” wFF is given by wFF = w1 + w2 + x. You can do this in one or both of two
ways. First, you can show that Ws2 = (w1 + w2 + x)s1 + (w1 − w2)s2, which along with
Ws1 = λ1s1 gives the form of the matrix.2 Second, you can compute STWS where S is
the orthogonal matrix whose columns are s1 and s2.

We call wFF a feedforward weight because it is an effective feedforward weight between
activity patterns; the pattern s2 projects to s1 with strength wFF , and there is no projection
back, it is a strictly feedforward connectivity between patterns, without loops. In addition,
there are the self-loops s1 → s1 with strength λ1 and s2 → s2 with strength λ2.

(4) Show that W is non-normal if and only if wFF 6= 0, in two ways. First, show this in the
s1, s2 basis, by showing that WWT = WTW if and only if wFF = 0. Second, show this
in the rE, rI basis: if and only if wFF = w1 + w2 + x = 0, then the matrix W in this basis
becomes a symmetric matrix, W = W

T , and therefore is normal; and the eigenvectors

become orthogonal, i.e. the second eigenvector becomes
(
−1
1

)
. Note that, for the matrix

to be normal, the upper right entry of W in the original basis becomes positive and equal
to w2, so the matrix no longer describes an excitatory unit and an inhibitory unit.

(5) Solve the linear dynamics, Eq. 4, in the s1, s2 basis. Again, recall that we are taking
h to be constant, not varying in time. You will have to first solve for r2(t), then solve for
r1(t) with wFF r2(t) as one of the inputs. You should find

r2(t) = r2(0)e−(1−λ2)t/τ +
h2

1− λ2

(
1− e−(1−λ2)t/τ

)
(5)

r1(t) = r1(0)e−(1−λ1)t/τ +
h1 + wFFh2/(1− λ2)

1− λ1

(
1− e−(1−λ1)t/τ

)
+wFF

(
r2(0)− h2

1− λ2

)
e−(1−λ1)t/τ − e−(1−λ2)t/τ

λ1 − λ2

(6)

(6) Graph the function e−(1−λ1)t/τ−e−(1−λ2)t/τ

λ1−λ2
for some choices of λ1 and λ2 as real numbers

less than 1. Consider both positive, one positive and one negative, or both negative. How
does this affect the time course and height of the function?. Note that this is a transient
pulse that rises with time constant min

(
τ

1−λ1
, τ

1−λ2

)
and then falls with time constant given

by the max of the two time constants. It can be quite large because it is multiplied by
2If this being the form of the matrix representation isn’t clear to you: in a given basis of vectors b1,b2,

we can write any vector v as v = v1b1 + v2b2 =

(
v1
v2

)
. Suppose Wb1 = w11b1 + w21b2 and

Wb2 = w12b1 +w22b2. Then Wv = (w11v1 +w12v2)b1 +(w21v1 +w22v2)b2 =

(
w11v1 + w12v2
w21v1 + w22v2

)
.

This is what you get from applying
(

w11 w12

w21 w22

)
to
(

v1
v2

)
. Since this is true for an arbitrary vector v,(

w11 w12

w21 w22

)
is the representation of W in the b1,b2 basis.
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wFF = w1 + w2 + x, which will be large if the weights are large. It is this transient that
can cause the dynamics to transiently move far from the steady-state fixed point, although
as t → ∞ the dynamics will approach the fixed point. Compare the time course to the
exponential time course e−t/τ that would result just from the individual cell leaks, without
any recurrent connections. Can you obtain an amplified response with time course faster
than the time course without any recurrence?

(7) For some choice of w1 > 1, w2 > 1 and x > 1 that gives a stable system (both
eigenvalues < 1), graph the timecourse of r1, r2, rE , and rI on the same plot, starting from
an initial condition of rE = 1, rI = 0 (translate this into r1(0) and r2(0)) and assuming no
external input. Note that rE or rI are just found as a weighted sum or difference of r1 and
r2, you don’t have to separately compute their time courses. Make the same graph starting
from the initial condition of rE = 0, rI = 1.

Now focus on the steady state for nonzero input, r2 = h2

1−λ2
, r1 = h1+wFF h2/(1−λ2)

1−λ1
. Note

that small inputs h2 to the difference of E and I can, for large wFF , cause large steady state
response of the sum of E and I, r1. This is the effect underlying the paradoxical response:
if h2 is negative, representing tilting of the difference towards I, the result can be that I as
well as E decreases in the new steady state. When precisely does this occur?

(8) Consider an input only to I. Show that this corresponds to h2 = −h1, with the input
to I positive or negative according to whether h1 is positive or negative. Show that for this
case (h2 = −h1), the steady-state I response is rI = 1√

2
(r1 − r2) = h1((1−λ1)+(1−λ2)−wFF )√

2(1−λ1)(1−λ2)
.

Note that the nonnormal effect – the effect involving wFF – has sign opposite to h1; this
represents a paradoxical effect (adding positive input to I cells causes their firing rates to de-
crease in the new steady state). The remaining terms represent the normal effect – the effect
in a normal matrix in which the eigenvectors are the Schur basis vectors and are orthogonal,
so wFF = 0; these terms have the same sign as h1, representing a non-paradoxical effect.
Thus the paradoxical effect arises precisely when the effect of nonnormality exceeds the
remaining effects. Intuitively, if you give negative input to r2 and an equal but opposite pos-
itive input to r1, this pushes r2 down and pushes r1 up, both representing a nonparadoxical
increase in inhibition; but since r2 has a feedforward connection to r1, the pushing down
of r2 also pushes down r1 by the nonnormal effect (the feedforward connection). When the
nonnormal effect exceeds the normal effects, the result is a paradoxical change.

(9) Finally, show that the rI response is paradoxical – negative for positive h1 – if and only
if w1 > 1, which means if and only if the excitatory subnetwork by itself is unstable. To
show this, you’ll need to use the facts that λ2 < 1 and λ1 < 1.

In the general case – a weight matrix
(
wEE −wEI
wIE −wII

)
– if the eigenvectors and eigen-

values are real, the results are similar: each eigenvector has both of it entries of the same
sign (which you can take to be positive), so they both represent weighted sums of E and
I; and, taking one of them to be the first Schur vector, the 2nd Schur vector, which will
make a feedforward connection to the first, must have its two entries of opposite signs,
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representing a weighted difference of E and I. So it remains true that differences in E and
I are amplified, via wFF , into sums of E and I. When the eigenvectors and eigenvalues are
complex, it gets a little more complicated, but there is a sense in which the same picture
continues to be true.

Optional (advanced) problems: Two types of Ring networks: Bump attractors or an
SSN

You can do one or both parts of this problem.

Bump attractor: We’ll consider a ring of 180 grid position, representing preferred direc-
tion from 0 to 2π (2π radians, i.e. 360o) by ∆θ = 2π/180. There is a single unit at each
position, which projects both positive and negative synapses. We consider linear-rectified
input/output functions. We will construct discrete dynamics on the grid from a continuous
model, in which θ is a continuous variable from 0 to 2π, r(θ) is the response of the unit
preferring orientation θ and h(θ) is its input, W(θ−θ′) is the connection between the units
preferring θ and θ′, and vth is a threshold for firing:

τ
dr(θ)

dt
= −r(θ) +

[∫ 2π

0

dθ′

2π
W (θ − θ′)r(θ′) + i(θ)− vth

]
+

(7)

Here, [x]+ is rectification: = x if x > 0, = 0 otherwise.

We move this to a grid with positions θi, i = 1, . . . , 180; ri = r(θi), and r is the resulting
vector of rates, and similarly for ii and h; vth is the vector all of whose elements are vth;
and Wij = W (θi − θj)∆θ

2π
and W the resulting matrix, giving dynamics

τ
dr

dt
= −r + [Wr + h− vth]+ (8)

We define W and h from

W (θ) = W0 + 2W1 cos(θ) (9)
i(θ) = i0 + 2i1 cos(θ − θi) (10)

Choose 1 < W1 < 2 and W0 + W1 < 2 with 0 < W0 < 1 (the dynamics lose stability
if W1 > 2 or W0 > 1 or, approximately, W0 + W1 > 2; for W1 < 1, there is no bump
solution). τ is arbitrary, it just sets the time units; you could set it to 10 msec, or just to 1.

To compute the dynamics, you could use simple Euler, found by replacing dr
dt

with r(t+∆t)−r(t)
∆t

:
r(t+ ∆t) = (1− ∆t

τ
r(t) + ∆t

τ
[Wr(t) + h− vth]+ Using ∆t/τ = 0.1 should be sufficient

(you could check that cutting ∆t in half doesn’t noticeably change the outcome, which is
a decent check that your time step is small enough). You could alternatively use a better
method if you prefer.
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1. First consider a uniform input, i1 = 0. Verify that for i0 < vth, even if you start
with a random initial condition of positive activations, the dynamics will decay to
r = 0. Simulate for a couple of values of i0 > vth, say i0 = vth + 1 and i0 =
vth + 10. Verify that if your initial condition has any nonzero (positive) noise, no
matter how small, the dynamics will evolve to a bump solution (they will probably
evolve to a bump solution even for an initial condition r = 0, due to numerical noise
in the simulation). There is “dynamical symmetry breaking”: the dynamics and
the input are circularly symmetric, but the circularly symmetric activity pattern (the
uniform pattern) is unstable to any small perturbation, and the bump solution, which
breaks the circular symmetry by choosing a particular location on the circle, is stable.
For noisy initial conditions the bump should appear at a random location (probably
selected by where some weighted sum over the initial noise in a local region is largest,
but likely to appear random to you), with a common shape and height for a given i0.
How do the shape and height change for the different values of i0?

2. Analytically, the bump activity should reach 0 at an angle ψ from the bump center,
where 2W1G1(ψ) = 1 and G1(ψ) = 1

2π

(
ψ − sin(2ψ)

2

)
, with 0 < ψ < π (this is the

analytic solution for continuous θ; might be slightly changed by going to a discrete
grid). Does this appear to agree with your simulations? (I will place in the course
directory a file, ring-model.pdf, that gives the analytics for those who are interested.)

3. Now add a weak tuned input i1, say i1 = 0.1(i0 − vth). Does this choose the bump
location? Does the bump appear to be otherwise similar or identical?

4. Finally, simulate with the same parameters except 0 < W1 < 1. Now you should
find that the uniform solution is stable, and there is no bump solution to a uniform
input. What steady state do you arrive at for a non-uniform input (nonzero i1), and
how does it compare to the bump solution for W1 > 1?

Additional things you might try (optional): explore the dynamics of the bumps in one or
both of two ways:

• For the case with i1 = 0: Add noise to the simulation, say adding some small i.i.d.
noise to each ii at each timestep. You should find that the steady-state bump will
drift in location, roughly as a random walk meaning the distance the bump travels
over some time will grow as the squareroot of the time;

• For a case with i1 > 0: After the steady state is reached in response to a tuned
stimulus centered at θi, instantaneously turn that stimulus off and turn on another
tuned stimulus of the same strength at a different location. How does the bump move
from one location to the other – does one bump shrink while the other grows, or does
the bump rotate from one position to the other? Does this depend on whether the 2nd
bump is relatively near to or far from the first? How long does the change take?
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SSN network We’ll use the same grid of 180 positions on a ring, but now there is an E
and an I cell at each position. We’ll consider the ring to span 180o, representing a preferred
orientation, so the grid points have spacing 1o. We use a power-law input/output function.
We use connectivity with no “Mexican hat”; we take the four connectivity functions (E →
E, E → I , I → E, I → I) to have the same width, differing only in their strengths. We
define these functions on the grid: the connection between the unit of type Y (E or I) at
position θj to the unit of type X at position θi is

WXY
ij = JXY e

−
Θ(θi,θj)2

2σ2
W (11)

Here, Θ() is the shortest distance around a circle defined by

Θ(x,y) = Min (|θ(x)− θ(y)| , 180o − |θ(x)− θ(y)|) (12)

For parameters, use JEE = 0.044, J IE = 0.042, JEI = 0.023, J II = 0.018, σW = 32o.

We take r =

(
rE
rI

)
, where rE and rI are the firing rates of the E and I cells respectively,

both ordered in the same way around the ring (e.g., from 1o to 180o). Our dynamical
equations are

TτE
dr

dt
= −r + k(Wr + h)n+ (13)

where (x)n+ is applied element by element and, for a given element xi, = xni if xi > 0; = 0,
otherwise. We’ll take k = 0.04 and n = 2. Take τE = 20ms and take T to be a diagonal
element with entries 1 for the E cells and 1/2 for the I cells, i.e. τI = 10ms. (The faster τI
may not be necessary but helps ensure stability).

For an input h of a stimulus with direction θ0, the input to both the E and the I units at θi

is ii = ce
−Θ(θi,θ0)2

2σ2
i . Here, c is a constant (c for ’contrast’) that you will vary to vary the

strength of the stimulus. Take σi = 30o.

1. First, for a single stimulus of orientation of your choice θ0, simulate the response,
starting from an initial condition r = 0, for c = {1.25, 2.5, 5, 10, 20, 40}. Again, use
first-order Euler, a time step of 1ms should be fine. For each c, simulate until a steady
state is reached by some criterion (change per timestep gets sufficiently small). For
the steady state, for the E unit and the I unit at the stimulus center, plot, as a function
of c:

• Their firing rate;

• Their feedforward input, their net recurrent input (E − I , where E is the re-
current excitatory input and I is the recurrent inhibitory input, taken to have a
positive sign), and their total input (feedforward + net recurrent).
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• The percent of the unit’s input that is feedforward or is recurrent, counting
recurrent input now as E + I and total input as FF + E + I

• For the recurrent input, the percent of it that is excitatory: E
E+I

You should see: saturation of excitatory firing rates; a transition from a feedforward-
dominated regime for weak input, to a recurrent-dominated regime for stronger input;
that for stronger input, the recurrent input largely cancels or ‘balances’ the feed-
forward input; and that the recurrent input becomes more inhibition-dominated for
stronger stimuli.

2. Now consider adding a 2nd stimulus 90o away from the first. By symmetry, that
stimulus by itself should produce a response exactly like the response to the θ0 stim-
ulus, except shifted by 90o. So you don’t need to simulate response to that stimulus
alone; but simulate response to the two stimuli shown at the same time, again for
the given values of c (same c for both stimuli). You know by symmetry that the re-
sponses must be identical at each stimulus center. So, choosing the units at one of
the stimulus centers, for the E and for the I units, plot the ratio of their steady-state
response when both stimuli are shown together, to their steady-state response when
only one stimulus is shown. You should find that this ratio is> 1, representing supra-
linear summation, for weaker inputs but < 1, representing sublinear summation, for
stronger inputs.

3. For at least some, if not all, of the c values, you probably want to plot, with preferred
orientation from 0o to 180o on the x axis, the sum of the responses of the E unit
to each stimulus shown alone, and its response to the two stimuli shown together;
and the same for the I unit. This will allow you to directly see the supralinear and
sublinear summation.

Other things you might want to try (optional):

• Give a uniform input of varying strengths to the network; do you ever see non-
uniform solutions emerge? (you shouldn’t)

• Consider adding the two stimuli with different c values; you should see the emer-
gence of “winner-take-all” behavior, where the greater the difference between the c
values for the two different stimuli, the more the response to the weaker stimulus is
suppressed (relative to its response if shown alone with that c value) and the more the
response to the stronger stimulus approaches the response if it were shown by itself.
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